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Abstract incrementally revealed as the learning proceeds. We thus
useonline learning as the learning apparatus and analyze
our algorithms within the mistake bound model. In online
learning we observe instances in a sequence of trials. After
each observation, we need to predict the class of the ob-
served instance. To do so, we maintain a hypothesis which
scores each of the candidate classes and the predicted label
is the one attaining the highest score. Once a prediction is
made, we receive the correct class label. Then, we may up-
date our hypothesis in order to improve the chance of mak-
ing an accurate prediction on subsequent trials. Our goal is
to minimize the number of online prediction mistakes.

We describe a general framework for online mul-
ticlass learning based on the notion of hypoth-
esis sharing. In our framework sets of classes
are associated with hypotheses. Thus, all classes
within a given set share the same hypothesis.
This framework includes as special cases com-
monly used constructions for multiclass catego-
rization such as allocating a unique hypothesis
for each class and allocating a single common
hypothesis for all classes. We generalize the mul-
ticlass Perceptron to our framework and derive a

unifying mistake bound analysis. Our construc- Our solution builds on two commonly used constructions

tion naturally extends to settings where the num-
ber of classes is not known in advance but, rather,
is revealed along the online learning process. We
demonstrate the merits of our approach by com-

for multiclass categorization problems. The rst dedicate

an individual hypothesis for each target class (Duda & Hart,
1973; Vapnik, 1998) and is common in applications where
the input instance is class independent. We refer to this

construction as thenulti-vectormodel. The second con-
struction, abbreviated as trsingle-vectormodel, main-
tains a single hypothesis shared by all the classes while
the input is class dependent. The latter construction is
used in generalized additive models (Hastie & Tibshirani,
1995), boosting algorithms (Freund & Schapire, 1997), and
A Zoologist in a research expedition is required to identify structured multiclass problems (Collins, 2002). A common
beetle species. There are 050, 000 different known  thread of the single-vector and the multi-vector models is
beetle species and new species are being discovered all theat both were developed under the assumption that the set
time. In this paper we describe, analyze, and experimentf target classes is known in advance. One of the goals of
with a framework for multiclass learning aimed at address-this paper is to provide a uni ed framework which encom-
ing our Zoologist's classi cation task. In the multiclass passes these two models as special cases while lifting the
problem we discuss, the learner is required to make prerequirement that the set of classes is known before learning
dictions on-the- y while the identity of the target classes takes place.

paring it to previous methods on both synthetic
and natural datasets.

1. Introduction

Appearing inProceedings of th@3™ International Conference In the multiclass learning paradigm we study in this pa-

on Machine LearningPittsburgh, PA, 2006. Copyright 2006 by Per, sets of classes are associated with hypotheses. Thus,
the author(s)/owner(s). all classes within a given set share the same hypothe-
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sis. This framework naturally includes as special casesnechanism at the end of each trial.
the two 'T'Ode's d|sc_ussed above. - After mtrpducmg OUlrhe prediction of the algorithm at trialis determined by
new multiclass learning framework, we describe a gener- hypothesish, : R" Y | R, which induces a score
alization of the Perceptron algorithm (Rosenblatt, 1958)for each of thé p;ossible c'Iasseé\fn The predicted label
to our framework and derive a unifying mistake boundis setto begy = argmax h .(x 1) : To evaluate
analysis. Our construction naturally extends to settings ot 9 r2ve AL T -

where the number of classes is not known in advance bupe performance of a hypothesison the exampléx:; y:)

rather revealed along the online learning process. The < need to check whethérmakes a prediction mistake,
9 gp ) namely determine if; 6 y; 2 Y. To derive bounds on

analysis we present is applicable to both the single-vector ~ ~~. : .
; rediction mistakes we use a second way for evaluating the
model and the multi-vector model and underscores a nat-

ural complexity-performance tradeoff. The complexity of performa_nce oh which is based on the multlclasmge-

X . ; . lossfunction, de ned as follows. If the current class is not
the multi-vector model increases linearly with the numbernoveI & 2 Y1), then we set
of classes while the model complexity of the single-vector t t
approach is invariant to the number of classes. However,
the higher complexity of the multi-vector model is occa- “t(hy="1 h(xt;y) + max h(x¢;r) ;
sionally necessary for achieving more accurate predistion reviniyeg +

The generalized Perceptron algorithm we derive can bevhere(a), = maxfa;0g. Since in our setting the algo-
viewed as an automatic mixing mechanism between theithm is not penalized for the rst instance of each class,
single-vector and the multi-vector models, as well as anywe simply set'(h) = 0 whenevery; 2 Y. The term
model that shares hypotheses between classes. The péix;;y;) max; h(x¢;r) in the de nition of the hinge-
formance of the generalized Perceptron is competitive witHoss is a generalization of the notion wfargin from bi-

any hypothesis sharing model and in particular the singlenary classi cation. The hinge-loss penalizes a hypothesis
and multi vector models. Our construction also allows tofor any margin less thaf. Additionally, if §; 6 y; then
share features across classes via a feature mapping mechath) 1. Thus, thecumulative hinge-lossuffered over a
nism. For example, our dextrous Zoologist can share feasequence of examples upper bounds the number of predic-
ture mappings and hypotheses between groups of classéen mistakesM .

such as desert dweller beetles or terrestrial beetles. Whilﬁ Il that th dicti h trial is based h
our framework is especially appealing in settings where the ecall that the prediction on eact! trial s based on a fy-

i ) .rg)othesis which is a function froR" Y into the reals.
classes are revealed on-the-y, it can be used verbatim i | this paper we focus on hvpotheses which are parameter-
standard multiclass problems. We illustrate the merits o{ hap yp P

our hypotheses sharing framework in a series of ex eri'—ZeOI by weight vectors. A common construction (Duda &
yPo 'arng P art, 1973; Vapnik, 1998; Crammer & Singer, 2003) of a
ments with synthetic and natural datasets. ; ) . k
hypothesis space is the set of functions parameterized by

] jYj vectorsw = fw' :r 2 Yg where,
2. Problem Setting

. — r. -
Online learning is performed in a sequence of trials. At hOGr) = whxi

. - . ; n
.t“al t the algorlthm. rstreceives an mstan_oze 2 R. and . That is, h associates a different weight vector with each
is required to predict a class label associated with that in-

stance. The set of all possible labels constitutes a nite secIaSS and the prediction at triels,
o!enoted byy . Most_if not all _online classi cation aIgoT % = argmax hw!;xi :

rithms assume that is known in advance. In contrast, in ra2y .,

our setting the seY is incrementally revealed as the on-

line learning proceeds. We denote ¥ythe set of unique To obtain a concrete online learning algorithm we must de-
labels observed on roundsthrought 1. After the on-  termine the initial value of each weight vector and the up-
line learning algorithm predicts the clags the true class date rule used to modify the weight vectors at the end of
y: 2'Y is revealed and the set of known classes is update@ach trial. Following Kesler's construction (Duda & Hart,
accordingly,Yis1 = Y [f yig. We say that the algorithm 1973; Crammer & Singer, 2003), we address the multiclass
makes a prediction mistakegif 6 y; and the clasg, isnot ~ Setting using a Perceptron update. The multiclass Percep-
a novel classy; 2 Y. We thus exclude from our mistake tron algorithm initializes all the weight vectors to be zero
analysis all the rounds on which a label is observed for théOn trial t, if the algorithm makes a prediction mistake,
rsttime. The goal of the algorithm is to minimize the total ¥t 6 Yyt 2 Y, then the weight vectors are updated as fol-
number of prediction mistakes it makes, denotedvbyTo  lows,

achieve this goal, the algorithm may update its prediction
wiiy = wit s wiy = wlt X
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andw{,, = wj{ forallr 2 Y nfy;%g Inwords, boosting (Freund & Schapire, 1997), and has been popu-
we add the instance; to the weight vector of the cor- larized lately due to its role in prediction with structured
rect class and subtrag; from the weight vector of the output where the number of classes is exponentially large
(wrongly) predicted class. We would like to note in passing(Collins, 2002; Taskar et al., 2003; Tsochantaridis et al.,
that other Perceptron-style updates can be devised for muR004; Shalev-Shwartz et al., 2004). Following a simple
ticlass problems (Crammer & Singer, 2003). Finally, if we Perceptron-based mechanism we initializeg = 0 and

do not make a prediction mistake then the weight vector®nly updatew if we have a prediction mistakg; 6 y; 2

are kept intact. We refer to the above construction as th&,. The update takes the form,

multi-vector method.

— + : ) :
Several mistake bounds have been derived for the multi- Wis Wi (x5 ¥e) (i 90)

vector method. In this paper we obtain the following mis-\ye refer to the above construction as the single-vector
take bound, which follows as a corollary from our anal- jathod.

of examples and de ndR = 2max; kx;k.. Leth? be  The single-vector method is based on a class speci ¢ fea-
a xed hypothesis de ned by any set of weight vectors ture mapping . Usually, this class speci ¢ mapping relies
U= fu' :r 2Yg. We denote by on an a-priori knowledge of the set of possible clasées
This paper emphasizes the setting where the identity of the
target classes is incrementally revealed only during the on
line stream. Sinc¥ is not known a-priori, we apply a class

speci c feature mapping which gata dependentor each
the cumulative hinge-loss &f over the sequence of exam- classr 2 Y, letp" 2 R" be the rstinstance of classin

xn
L= ‘t(h?) ; (1)

t=1

ples and by X the sequence of examples. We de néx;;r) to be the
C=R? ku'k? : (2)  vector inR" whosei'th element is,
r2y
the complexityof h?. Then the number of prediction mis- i(Xtir) = Xgi pf (4)

takes of the multi-vector method is at most, ) ) . )
That is, (x¢;r) is the coordinate-wise product between

P
M L+C+ LC: (3) x¢andp". InSec. 5 we describe additional data-dependent

. . . constructions of .
The mistake bound in Eg. (3) consists of three terms: the

loss ofh?, the complexity ofh?, and a sub-linear term A relative mistake bound can also be derived for the
which is often negligible. We would like to underscore that Single-vector method.  Speci cally, in Sec. 4 we show
the complexity term increases with the number of classe$hat the bound in Eg. (3) holds where noR =

since we have a different weight vector for each class.  2max; k (x;r)kz, the competing hypothests’ is pa-

) ) . rameterized by angingleweight vectoru, and the com-
We now describe an alternative construction and an acﬁ)lexity ofh? is

companying learning algorithm which maintainsiagle
vector. We show in the sequel that the second construction

entertains a mistake bound of the form given in Eq. (3)._|_h lexi for the sinal hod d
However, the complexity term in this bound does not in- e complexity term for the single-vector method does not

crease with the number of classes, in contrast to the com|Créase with the number of classes, in contrast to the com-
plexity term for the multi-vector method given in Eqg. (2). plexity term for the multi-vector method given in Eq. (2).

The second multiclass construction usesirggle weight However, the vglue of the cumulative logs,in the !’““'“‘ .
vector, denotedv, for all the classes, paired with a class- vector method is upper bounded by the cumulative loss in
speci(’:feature rr;apping RV Y L RY Thatis the the single-vector method. This follows from the fact that

- : - the hypotheses space employed by the multi-vector method
score given by a hypothesisior classr s, is richer than that of the single-vector method. To see this,
h(x;r) = hw; (x;r)i : note that given any single weight vector we can con-
) ] ) struct the set of multiple weight vectdds= fu" :r 2 Yg
We denote byv, the single weight vector of the algorithm yhereyr = u;pf. Using this construction we observe that

C = R%kuk? : (5)

attrialt and its prediction is thus, hu; (x¢;r)i = hu";x.i and therefore the cumulative loss
% = argmax hwe; (x;r)i of u in the single-vector method equals to the cumulative
r2y ., T loss ofU = fu" :r 2 Yg in the multi-vector method.

This construction is common in generalized additive mod-The prevailing question is which of the two approaches
els (Hastie & Tibshirani, 1995), multiclass versions of would perform better in practical applications. Indeed, ou



Online Multiclass Learning by Interclass Hypothesis Sharing

| T, - =5 vious section. Moreover, we show that on certain datasets

the hybrid method outperforms both the single-vector and
multi-vector methods.

4000

3000

The hypotheses of the hybrid method are parameterized by
o] o) e a set ofjYj + 1 weight vectors. As in the single-vector
method we maintain one weight vector, denated, which
is shared among all classesYn As in the multi-vector

Figure 1.The performance of the single-vector and the multi- method the remaininglj weight vectors are specic to
vector methods described in Sec. 2, and a hybrid method deéach of the classes. The scorehdbr classr is,

scribed in Sec. 3 on two synthetic datasets.

ke

o

8
Mistakes

trial

h(x;r) = hwY; (r)i+ hw':xi :

experiments indicate that on certain datasets the singl§ye denote bywYg[f w! :r 2 Y,gthe weight vectors

vector method outperforms the multi-vector approachog ihe ajgorithm at triat and its prediction is thus,
while on other datasets an opposite effect is exhibited and

the richer model complexity of the multi-vector method is Yy = argmax hNtY; (Xe;r)i + hw;xqi
necessary. One of the main contributions of this paper is a r2y.

mixing mgthod, whose performance onany datasetils €OMje now describe a Perceptron-style update for the hybrid
petitive with the best of the aforementioned alternatives. method. Initially, all the weight vectors are set to zero. On

To illustrate the difference between the single-vector andrial t, the weight vectors are updated only if the algorithm
multi-vector methods we have constructed two synthetignade a prediction mistakg(6 y; 2 Y;) by using the
datasets. Both datasets cont&n000 instances from update rule,

. ) Y Y . . .
rst dataset, the class of an instangds the value of the Wit wi + (X3 W) (Xt: %)
binary number(x1; X2; X3;X4). In the second dataset, the wity = ow{t X
class of an instanceisr if X4r+1 = 111 = Xgr4+4 =1 (We W&l - W?x X;

made sure that for each instance, only one class satis es

the above). We presented both datasets to the single-vectgnd for allr 2 Y, nfy;; %9, Wi = wi.

and multi-vector methods. The cumulative number of mis- ) ) )
takes of the two algorithms as a function of the trial number’ relative mistake bounq can .be proven for the hybrid
is depicted in Fig. 1. As can be seen from the gure, theMmethod as well. In part|c.ular,.|n Sec. 4 we show that a
single-vector method clearly outperforms the multi-vecto Pound of the same form given in Eq. (3) holds for the hy-

method on the rst dataset while the opposite phenomeno?fid method. That s, given a hypothebi§ parameterized

— Y .
is exhibited in the second dataset. This difference can-be aPy @Y set of vectort) = fug[f uy: r 2 Yg, the fol-
lowing bound holdsM L+ C+ LC, whereCis

tributed to the interplay between the loss and the complex
ay P de ned to be,

ity terms in our mistake bounds. Indeed, in the rst dataset, |

the single-vector model is capable of achieving zero cumu- X '
lative loss by setting the rst# elements ot to be and C=2R? ku"k®*+ ku'k?® ; (6)
the rest to be zero. Our mistake bound for the single-vector ra2y

method reduces t8 64 1 = 128. In contrast, the mis- ) )
take bound for the multi-vector method s times higher ~&NdR is now the maximal value betwe@max kx:k and
and equals t@048 In the second dataset, the single-vector? M K (X¢;r)ke.

model is not rich enough for perfectly predicting the cor-\we now compare the above mistake bound of the hybrid
rect labels. Therefore, the number of mistakes sustained biy\ethod to the mistake bounds of the single-vector and
the single-vector method increases linearly with the nummulti-vector methods. The cumulative loss of the hybrid

ber of examples. In this dataset, the opulent complexity ofnethod is bounded above by both the loss of the single-

the multi-vector method is bene cial. vector method and the loss of the multi-vector method.
This follows directly from the fact that the hypothesis spac

3. Mixing the Single and Multi Vector of the hybrid method includes both the hypothesis space
Methods of the single-vector method and that of the multi-vector

method. To facilitate a clear comparison of the complexity
In this section we describelgybrid method whose perfor- term, let us assume thatax; kxik = maxy, k (X¢;r)k
mance on any dataset is competitive with the best of thend thus the value dR for all methods is identical. This
two alternative multiclass approaches described in the preequality indeed holds for the datasets described in Sec. 2.
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ol - Sl ity term and on a loss term which depends on the number

. of trials. The complexity term in the bound of the multi-
vector method is higher than the complexity term in the

bound of the single-vector method while an opposite trend

characterizes the loss term.

Mistakes
« B
8 8

8

&
8

8

2000 2000 6000 8000
trial

4. A General Mixing Framework
Figure 2.Performance of the hybrid method, the single-vector
method, and the multi-vector method on the third syntheticln the previous sections we described the single-vector
dataset. method, the multi-vector method and the hybrid method.
In this section we propose a general mixing framework of
which the above three methods are special cases. We also
Moreover, if the norm of is not restricted relatively to utilize this framework for deriving new mixing algorithms.
kxtk and is allowed to grow with the number of classesFinally, we provide a uni ed analysis for our general mix-
then by concatenating class vectors we can reduce th@g framework and in particular obtain the mistake bounds

multi-vector method to the single-vector method. There-for the three methods described in previous sections.

fore, throughout the paper we focus on constructions in . )
which the norm of is of the same order of magnitude of Our general mixing framework assumes the existence of a

kx(k. Equipped with this assumption we note that the Com_coIIection of indicator functions, denotéll, where each

plexity term of the hybrid method is at most twice the min- _ 2 1 1S @ function fromY into f0; 1g. Thus, each func-

imum between the complexity of the single-vector methodlion corresponds to the s& = fr 2Y = (r) = 1g,
and the multi-vector method. which includes all the classes i for which (r) = 1.

The hypotheses of the general mixing framework are pa-
In Fig. 1 we compare the performance of the hybrid methodtameterized by a set §F j weight vectors. For each2 T
to the performance of the single-vector and the multi-vectowe maintain one weight vectas; , which is shared among
methods on the two synthetic datasets described in Sec. gl classes irs . In addition, we assume that there exists
As expected, the performance of the hybrid method is coma feature mapping function (x;r) foreach 2 T. The
parable to the best of the two alternatives. The two synscore given by a hypothedisfor classr is,
thetic datasets we constructed in Sec. 2 represent two ex-
tremes: the relevant components for each class are ei- h(x;r) = (Nhw 5 (x;ni (7)
ther common (rst dataset) or completely disjoint (sec- 2T
ond dat.aset). In practical situations, it might be the Cas€ denote byfw, : 2 Tg the weight vectors of the
that V\_/hlle most of the classes share the same relevant d JIgorithm at triakt and its prediction is thus,
mensions several of the classes might depend on other di-
mensions. For example, if the task in hand is bird clas- Y\ = argmax (yhw ;  (x;n)i :
si cation, the features used in recognizing most birds are r2Ye o7
common but are not applicable to penguins. To illus-

trate this point we have generated a third dataset as fol? OUr beetle recognition example, a functio T might
lows. As in our previous datasets, we ch@®©00 in- indicate whether a beetle is a desert dweller. This infor-

stances froni+1; 1g® and the set of classes was set to mation is known before a zoologist might encounter a new
Y = fQ e 159’_ Instances of the rstl5 classes have SPe€cies and is bene cial for transferring representationa

been generated as in the rst dataset, that is, the class I&nowledge from previously learned distinctions.

bel was the value of the binary numblea;;:::;x4). In-  We now describe a Perceptron-style update for the general
stances of the last class & 15) were generated as in mixing framework. Initially, all the weight vectors are set

the second dataset by setting: = ::: = Xes = 1.  to zero. If there was a prediction mistake on ttiaf, &

We have presented this dataset to the hybrid method ang 2 v, then we update each of the vectorfim : 2

to the single-vector and multi-vector methods. The per-T gas follows,

formance of the different algorithms is depicted in Fig. 2.

It is clear from the gure that the hybrid method outper- Wi = We + (V1) (Xoy) () (X %)

forms the two alternatives. It should also be noted that inl . _

: . fthe algorithm does not err them, ., = w, forall 2T.

the rst half of the input sequence the single-vector method o . .
. o A pseudo-code summarizing the general mixing method is

errs less than the multi-vector method while in the second ven in Fia. 3

half the multi-vector method outperforms the single-vecto 9 9.2

method. These effects can be explained in the light of ouiThe single-vector method is a special case of the general

analysis. Our mistake bounds depend on a xed complexmixing framework that can be derived by settiig =
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INPUT: Collection of indicator functiong and pothesis de ned by a set of vectots = fu : 2 Tg.
corresponding feature mappinggs @ 2Tg As in previoug,sections, our mistake bound takes the form

INITIALIZE: Y;=; ;8 2T;w =0 M L+ C+ LC,wherel isthe cumulative loss df’

Fort=1:2::: de ned by Eq. (1) andC is the complexity oh? which we

now de ne. Let be the maxir'r@l number of se8s which

receive an instance includer, thatis, =max,2y  ,; (r). For example,

predict:§; = argmax (hwv ;  (X¢;n)i in the single-vector and multi-vector methods the value of
_ r2Ye ot is one while in the hybrid method= 2. The complexity
receive correct labej of h? is formally de ned to be,
If Vt 6 Yt andyt 2 Yt C= R 2 ku k2 : (8)
forall 2T;

2T

wooow o+ (y) (Xeyd) o () (X6%) whereR = 2 maxe: (1)K (xi;Pke
Yeer = Y [f wig
Theorem 1 Let ((X1;Y1);:::; (Xmiym)) 2 (R* Y )T
be a sequence of examples and assume that this sequence
is presented to the general mixing algorithm given in Fig. 3.
Let h? be any competing hypothesis de ned by a set of
weight vectordJ = fu : 2 Tg. DenelL andC as
f Ygwhere Y(r) =1 forallr 2 Y. Thus,S ' = Y  given by Eq. (1) and Eq. (8). Then, the number of predic-
and we obtain a single weight vectar " which is shared tion mistakes the general mixing algorithm makes on the
by all the classes ilY. The multi-vector method can also sequence is upper bounded by,

Figure 3.The general mixing algorithm.

be derived from the general mixing framework by setting M L+C+ P LC :
T=1f":r2Yg where "(k) isoneifk = r and zero
otherwise. We therefore associate a different weight vecpqof Let i1:::1:im be the indices of trials in which the

tor with each label inY. In the multi-vector method, the  z)gorithm makes a prediction mistake. We prove the the-
valge of. (x;.r)_ reduces tx. The .hybrld me.thod. canbe grem by constructing a sequence of vectars;:::; A,
derived in a similar manner by a simple conjunction of thej, 4 Hilpert spacéd , which satis es the condition given in
above indicator functions. Lemma 1. For each 2 T, the function maps an in-

The algorithm from Fig. 3 can be adjusted to incorporateStancex;\gnd a laber into a Hilbert space, denoted .

Mercer kernels. Note that each vector can be repre- LetH = ,r H be the product of these feature spaces.

sented as a sum of vectors of the form(x;;r) where LetVi = fv; 2H : 2TgandV; = fv, 2 H

i < t. Furthermore, the inner-produbtv ;  (X¢;r)i 2 T g be two vectors irH. Then, the vector additiox;

can be rewritten as a sum of inner-products each takingndVz inH isdenedasVi + Vo = bv; + v, : 2Tg

the formh  (x¢:r);  (x%r9i. We can replace the inner- and theirinner-product &¥1; Vi = = 7 lvy;v,i. The

products in this sum with a general Mercer kernel operators€tsWy = fw, : 2 TgandU = fu : 2 Tg

K ((x¢;1);(x%r9), and leave the rest of the derivation are vectors ifH. For a trialt and a labelr 2 Y, de-

intact. The formal analysis presented in the sequel can b&® V" 2 H to be, V" = f (r) (x;r) @ 2Tag.

extended verbatim and applied with Mercer kernels. Thus, the prediction of the algorithm can be rewritten as,
} ] S % = argmax,oy HW¢; Vi : Lett be atrial in which the

We now t_urn to the analysis of f[he algorithm in Fig. 3. Ouralgorithm makes a prediction mistaka € y; 2 Y;) and

analysis is based on the following lemma. dene A, = V" Vtyt . From the de nitions off; andA,

and the fact that the algorithm makes a prediction mistake

on this trial we get thatiw;; A¢i 0. In addition, the up-

date of the algorithm can be rewritten as a vector addition

inH, Wiy.1 = Wi + A;. The de nition of the hinge-loss

of h? gives that,

dene R = max;kajk,. Assume that for alli 2
El;:::;Mg we have thathw;; i 0 wherew; =

.+ a. Letu be an arbitrary vector and leC and
|:, Se two scalars such that = RZ2kuk? and L

- N ? _ X ¢ .
M (1 ha;ui),. ThenM L+C+ LC: ()= max (L h UV W),
The proof of this lemma can be derived from the analysis 1 h Uy Vt‘"i =1 hUA),
+

of the Perceptron algorithm for binary classi cation given
in (Gentile, 2002), and is omitted due to the lack of space Next, we upper)t()ound the norm At as follows. For alt,
Equipped with the above lemma we now prove a mistake KV, k2 = Nk (X r)K2 (R=2)? :

bound for the algorithm. Leh’ be any competing hy- - o7
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Yt t p -9 = p
Thus, KAk~ K Vitk+ KV K 2" R=2 ? : Table 1.The average number of online mistakes of the muilti-

vector method, the single-vector method, and the hybrid method

conjunction withU and obtain the mistake bound in the on various datasets. The datasets labeled Enron1-Enron7, corre-

theorem. B spond to email messages of the users beck-s, farmer-d, kaminski-
v, kitchen-I, lokay-m, sanders-r, and williams-w3 in the Enron
dataset.

dataset jY]j m multi  single  hybrid
Enronl 101 1971 600 52.3 47.7
In this section we present experimental results that demon- Enron2 25 3672 295 355 26.3
strate different aspects of our proposed framework. All  Enron3 41 4477  50.9 58.4 46.0
experiments compare the multi-vector and single-vector Enron4d 47 4015 48.4 53.6 42.5
methods to the hybrid method. Our rst experiment was  Enron5 11 2489 25.2 27.7 22.3
performed with the Enron email dataset (available from  Enron6 30 1188 30.2 23.7 21.8
http://www.cs.umass.edufonb/datasets/enroat.tar.gz). Enron7 18 2769 4.84 3.54 3.35
The task is to automatically classify email messages into  Of ce 51 362 8.01 6.63 4.42
user de ned folders. Thus, the instances in this dataset are  YaleB 30 1920 18.3 15.2 12.9
email messages while the set of classes is the email folders. |SOLET 26 6238 12.7 8.52 9.08
Note that the set of folders is not known in advance and LETTER 26 20000 11.8 16.7 11.4
the user can de ne new folders on-the-y. Therefore, our
online setting, in which the set of classes is revealed as the

online learning proceeds, naturally captures the essence o

this email classi cation task. We represented each emaiflataset of ofce workspace images (available from
message as a binary vector2 f 0; 1g" with a coordinate  http://www.cs.huji.ac.il/ nk/of ce.html).  To motivate

for each word, so that; = 1 if the word corresponding the learning task, imagine a robot that is required to delive
to the indexi appears in the email message and zerddackages in a large of ce building. Every day the robot
otherwise. At each trial, we constructed class speci cmust wander throughout the building and upon reaching
mappings (x:;r), for each class 2 Y;, as follows. Let a person's desk, deliver the appropriate package. Here
I{ = fi<t :y; = rgbe the set of previous trials in which again the identity of the classes is not known in advance.
the class label is and de nep! to be the average instance An of ce complex with 51 different desks was selected

5. Experiments

overl/, for constructing the dataset. The dataset cont&62
o 1 X . ) images of the different desks. Images were taken while
Pe= i 210 b the camera was facing the desk typicalljn away from

the target and at an approximate heightlddm. The

We de ne (x;;r) to be the vector irR" whosei'th ele-  variation in the images due to changing pose and lighting

ment is, conditions suggests that a representation based on sets
8 A _ of local descriptors might be suitable for our task. This
<2 Xxg=1"p; 02 representation choice seems to be especially appropriate

i(Xe;r) = o x =17 Pi 002 (10)  gince the characteristic components of each workspace,
0  otherwise e.g. a telephone, mug or briefcase, might appear in

any location within the image. We therefore chose a

. \ . r?f)resentation of images which is based on SIFT key
| appears in the currenfc email message and also aloloears(:5escriptors (Lowe, 2004). Similarly to email messages in
at least fth of the previously observed messages of clas '

) . 3he Enron dataset, we represented each instance as a binary
r- If'the wqrd appears in the current message but is V€¥ectorx 2 f0; 1g" with a coordinate for each possible
Ifr?rglIInoﬁ:s;”g::er;??)S(agte)S_OfOCM\sNiigerf;ni Er):; \r/z;\rTouslél- SIFT key, wherex; = 1 if the SIFT key corresponding to
AR indexi matches a SIFT key in the image As suggested

gorithms on sequences .Of eman messages frousers. in the SIFT key literature, we declare a match between
The results are summarized in Table 1. As can be seen,

the hybrid method consistently outperforms both the muIti—tWO SIFT keys if the Euclidean distance between them is

; gigni cantly lower than any other key extracted from the
vector and single-vector methods. It should also be noteIma e The set of SIET kevs is incrementally constructed
that for 4 users the multi-vector method outperforms the ge. Y y

. . o by adding all the SIFT keys of each new image that were
single-vector method while for the remainirdgusers an ; . . :
. . not matched with previous images in the sequence of
opposite trend is apparent.

examples. As in the Enron dataset, we used the class
Our second experiment was performed with aspeci c mapping given in Eqg. (10). The performance of

Thatis, j(x¢;r) = 2 if the word corresponding to index
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the various algorithms on the of ce dataset is given inmon multiclass learning approaches. The hypothesis shar-
Table 1. Here too the hybrid method outperforms the otheing approach relies heavily on the set of indicator function
two alternatives. It should be noted that similar resules ar de ned by T . In certain applications, it is natural to assume
obtained when averaging the performance of the algorithnthat these indicator functions are provided in advance. For
over different permutations of the examples in the datasetexample, in the beetle recognition task, a functioil inan
'&ndicate whether a beetle is a member of the set of desert
dwelling beetles. In the speci c case where the set of indi-
cator functionsT re ects a hierarchical structure, the gen-
Fral mixing model can be viewed as a generalization of the
model described in (Dekel et al., 2004). In general, the
indicator functions might not be provided in advance and
O?ms, learningT is a worthwhile challenge which is dif-

Our next experiment was performed with the YaleB datase
containing1920face images 080 different people under
various illumination conditions. Following (Hertz et al.,
2004), we automatically centered all images using optica
ow and converted each image to a vector using its rst
60 PCA coef cients. We normalized the resulting vec-
tors so that the standard deviation of each coordinate

ered to future work.

an instance will bd.. For the single-vector method we de-
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